
This paper argues that consent banners for the collection of personal data under the European Union’s 
General Data Protection Regulation (GDPR) are, in practice, a legal and technical fiction. While the GDPR 
requires consent to be freely given, specific, informed and unambiguous, it prescribes no technical standards 
for consent tools. Publishers and advertisers design their own tools. They often exploit pervasive consent 
fatigue and use ‘dark patterns’ to nudge data subjects towards acceptance of personal data sharing. Few 
consent tools are fully GDPR-compliant.

More fundamentally, even a perfectly transparent, unbiased consent tool cannot tell data subjects how 
sharing their data will affect their welfare, since data controllers aggregate and analyse data in ways individuals 
cannot foresee or evaluate. This makes ‘informed’ consent impossible. Beyond private costs, reduced data 
sharing under the GDPR has social costs too: reduced market transparency, greater concentration among 
data brokers, app market exits and higher prices, though data externalities can cut either way for welfare.
Policy responses so far, such as proposed EU browser-level opt-out signals and browser extensions that 
automate consent responses, reduce consent costs but do not improve information for data subjects. The 
paper closes by speculating that artificial-intelligence agents acting on behalf of data subjects could shift 
bargaining away from attention-based advertising towards genuine competition for quality online services, 
potentially resolving the consent fiction, though only if such agents are genuinely neutral rather than 
commercially biased.

This paper was written for a Bruegel Annual Meetings 2026 panel debate on the EU General Data Protection 
Regulation. It builds on, and uses substantive extracts from Mariniello et al (2026). However, the views 
expressed in this paper are the author’s alone and do not necessarily coincide with the views of co-authors 
in Mariniello et al (2026).
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1 Introduction and summary
The protection of personal data is a fundamental right under Article 8 of the European 
Union Charter of Fundamental Rights1. The EU General Data Protection Regulation (GDPR, 
Regulation (EU) 2016/679) encodes that right. It identifies legal grounds for collection of 
personal data, including consent given by the data subject (the person whose data is 
collected), necessity when implementing a service contract and the legitimate interests 
of the data collector (the online service provider who collects the data). While the latter 
two grounds are controlled by the data collector, the data subject decides whether or not 
to give consent.

The GDPR does not say how tools to obtain data-subject consent should be designed. 
However, according to guidance from the European Data Protection Board (EDPB, 2020), 
consent should be given freely, for a specific purpose and should be informed and 
unambiguous2. History shows that designing technically feasible, legally compliant and 
economically successful consent tools is not easy. In the EU, the advertising industry-
sponsored Transparency & Consent Framework (TCF) has emerged as a widely used tool 
(see section 2). 

Consent tools impose costs and have become an irritant for data subjects. Data-subject 
consent fatigue is a well-known and persistent problem. For data subjects, deciding on 
and granting consent interrupts the flow of online activities. Industry-designed tools often 
exploit this fatigue to nudge data subjects into sharing personal data as a quick escape 
route from the tool. Only 15 percent of all tools comply with GDPR standards (see section 
2), indicating a lack of enforcement by EU national data protection authorities.

Even when they are compliant, consent tools only provide information about the type 
of data shared, the purpose of collection and the identity of third-party data collectors. 
They do not provide information about the economic costs or benefits for data subjects 
of acceptance or rejection: who will use the data for what type of targeted advertising, 
and how it will affect the data subject, in terms of the impact on search rankings or social-
media streams, and whether it will be used to the (dis)advantage of the data subject3.

This is not because of a design failure in consent tools. Data controllers simply cannot 
provide meaningful information on the consequences of personal data sharing for a data 
subject. Data controllers combine data from many sources and analyse it for insights 
that cannot be extracted from individual data. Consequently, the economic effects can 
only be estimated at a more aggregate level, if at all. Current online data technology 
cannot solve this issue. We discuss briefly if emerging artificial intelligence and agentic 
AI technologies might offer data subjects a better chance, not only to reduce the costs 
of consenting to use of their data, but also to improve the benefits they derive from online 
transactions.

1	 Available at https://eur-lex.europa.eu/legal-content/EN/TXT/HTML/?uri=CELEX:12012P/TXT.
2	 The EU e-Privacy Directive (Directive 2002/58/EC) extends consent requirements to the storing of data, 

including cookies, pixel trackers and fingerprinting data, on data subjects’ devices, and to intermediaries. 
3	 The term ‘economic’ covers a wide range of financial and non-financial costs and benefits from every re-use 

of the data that affects the welfare of the data subject.  

Consent tools do not 
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https://eur-lex.europa.eu/legal-content/EN/TXT/HTML/?uri=CELEX:12012P/TXT
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Beyond private costs, research finds that diminishing the amount of data collected, for 
instance when data subjects withhold consent, may entail costs for society. It may reduce 
market transparency, reduce competition in markets and increase consumer prices. The 
combination of private costs for data subjects without clear benefits, and social costs for 
society on top, points not only to a market failure but possibly a regulatory failure. 

Fundamental rights, including the right to protection of personal data, are not 
transferable. They exist irrespective of economic considerations and cannot be traded 
away. However, the exercise of fundamental rights is likely to have economic impact, as 
the case of consent tools shows. While data controllers get access to valuable data, the 
benefits for data subjects are less clear. Under these conditions, even an ideal, zero-cost, 
legally-compliant consent tool would still be a legal and technical fiction for compliance 
with a fundamental right because it would have no meaningful impact on the private 
welfare of data subjects (Solove, 2024).

This paper is not meant to cast doubt on the fundamental right to protection of personal 
data or on the GDPR as such – the GDPR covers much more than just consent. Rather, 
the aim is to raise awareness about the impossibility of the exercise of this fundamental 
right in a meaningful way, and to explore more efficient ways of implementing this right. 
Section 2 traces the history and implementation problems of consent tools. Section 
3 considers some empirical evidence on how they are used and how they impact the 
private welfare of data subjects and data collectors, as well as societal welfare. Section 4 
discusses policy responses and concludes. 

2 A short history of data-collection 
consent tools

The implementation of consent rules in digital services requires technical infrastructure. 
When a data subject visits a website or opens an app, a consent banner pops up via 
which a data controller asks for consent to collect data for itself and third-party vendors, 
using trackers such as cookies, pixels and scripts. Data subjects can confirm or reject. 
The design of consent banners affects the choices that data subjects make. Many 
banners are designed by data collectors or parties acting on their behalf and cater to 
their interests. Others are designed with the interests of data subjects in mind.  

The first data-subject-facing tool emerged in the early 2000s (Zimmeck et al, 2026), 
when the World Wide Web Consortium (W3C) developed the Platform for Privacy 
Preferences Project (P3P), which enabled online data collectors to declare their data 
collection in machine-readable format. Data subjects could preset their preferences in 
their browsers and automatically reject or accept data collection. P3P faced technical 
challenges, was not widely adopted and was ultimately abandoned. A similar but simpler 
Do Not Track (DNT) protocol emerged around 2010. However, in the absence of legal 
backing for these tools, the online-services industry could ignore them.
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With the entry into force of the GDPR in 2016 and mandatory data-subject consent, 
the advertising industry designed its own consent tool: the Transparency & Consent 
Framework (TCF), developed by the Interactive Advertising Bureau (IAB), a European 
advertising industry organisation4. Advertisers must comply with the GDPR but also 
have an interest in creating a consent tool that facilitates the maximum of personal data 
collection – a tool that nudges users into consent benefits advertisers. The TCF banner 
presents data subjects with a choice of types of data collected by first- and third-parties, 
the purposes for which they use that data and the vendors that can access the data. It 
encodes data subjects’ choices in a machine-readable string that webpage publishers 
can share with advertising vendors. In 2018, the Belgian data protection authority filed 
a court case against the first version of the TCF, which was found by the EU Court of 
Justice to be non-compliant with the GDPR. Subsequent modifications of the TCF led to a 
GDPR-compliant version in 2025. It is regularly updated to account for new technological 
developments, including the use of AI in online services5.

Implementing consent banners is costly for data collectors. They must understand the 
regulation, document data practices, maintain internal processes and build systems that 
respect data-subject choices. For these reasons, many providers rely on intermediary 
consent management platforms (CMPs) to handle consent procedures on their behalf.

The TCF is now a de-facto industry standard: Google, a major online advertising 
intermediary, requires CMPs to be TCF-compliant for its advertising services. As of 
December 2025, 953 vendors and 181 CMPs were registered with the TCF (IAB Europe, 
2025). Nouwens et al (2025) studied the top 10,000 websites across 31 countries and 
found that 67 percent of the consent interfaces on these websites were provided by 
CMPs, with three CMPs accounting for 37 percent of the market. Other interfaces may 
be designed by the website operator directly. Nouwens et al (2025) also found that only 
15 percent of these consent tools are fully GDPR-compliant. The discrepancy between 
the two figures arises from the use of ‘dark patterns’. For example, both black and light-
grey reject-all buttons are GDPR compliant because they send the same ‘reject all’ digital 
TCF signal to online advertisers. But they have different signal strengths for human eyes 
and may easily nudge data subjects into giving consent. This raises the question of why 
national data protection authorities in the EU do not make more effort to enforce GDPR 
compliance. A nationally fragmented enforcement market is one possible cause. 

CMPs compete for publishers and vendors, not for data subjects (Richter and Schenk, 
2025). They have an interest in collecting more data to satisfy the needs of publishers 
and to nudge data subjects into consent. They are subject to network effects: the more 
publishers CMPs attract, the more ad vendors will be interested in the services of those 
CMPs. Network effects explain market concentration among CMPs, though vendors can 
multi-home between CMPs. 

Consent tools are also costly and burdensome for consumers. They face a stream 
of pop-up consent banners when surfing the web. These usually require just one click 

4	 See IAB Europe, ‘Transparency & Consent Framework’, https://iabeurope.eu/transparency-consent-
framework/. See also IAB (2025a, 2025b). 

5	 See IAB Tech Lab, ‘Operationalizing Agentic Audiences and AI-Driven Targeting’, undated, https://iabtechlab.
com/operationalizing-agentic-audiences-and-ai-driven-targeting/.

Implementing 
consent banners 
is costly for data 
collectors

https://iabeurope.eu/transparency-consent-framework/
https://iabeurope.eu/transparency-consent-framework/
https://iabtechlab.com/operationalizing-agentic-audiences-and-ai-driven-targeting/
https://iabtechlab.com/operationalizing-agentic-audiences-and-ai-driven-targeting/
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to accept data sharing but more to reject, for every web page. This results in ‘consent 
fatigue’: consent becomes an irritant causing exhaustion and apathy (Cate et al, 2013). 
When design exploits consent fatigue to tempt data subjects into one-click acceptance 
to avoid multiple-click rejection, it fails the legal standards of the GDPR. 

Consent fatigue is not an exclusive EU problem; it exists in other jurisdictions with 
privacy protection laws. To overcome the problem, the California Consumer Privacy Act6 
introduced a mandatory Global Privacy Control tool. It allows data subjects to opt-out of 
all third-party data collection and cross-context targeted ads at browser level and for 
all web pages visited, rather than having to click on consent tools for every web page. 
It does not provide the possibility for data subjects to opt-in or consent; that would still 
have to be done page by page. In November 2025, among other changes to EU digital 
rules, the European Commission proposed to modify the GDPR and allow for a general 
opt-out signal in browsers7. The proposal faces opposition from the advertising industry8 
and also triggers legal concerns (Zimmeck et al, 2026).

3 Empirical evidence on the impact of 
consent tools

3.1 Private welfare implications
There is early evidence, dating back to the pre-GDPR period when the EU Data Protection 
Directive (Directive 95/46/EC) was in force, that consent banners impose high costs on 
data subjects while providing for few benefits (Cate and Mayer-Schonberger, 2013). 
More recently, Farronato et al (2025) ran experiments to test data-subject responses 
to different consent banner designs. In these, 67 percent of data subjects consented 
to sharing of their personal data, even when banners are designed neutrally to avoid 
manipulating data subjects into particular choices.

This outcome seems surprising when considered against the background of 
fundamental uncertainty about the individual welfare implications of personal data 
sharing: why not chose the ‘reject all’ option? When biased design offers consenting data 
subjects a quick way out, consent scores increase further. Designs that hide the ‘reject 
all cookies’ button increase data sharing by nearly 18 percent. Data subjects spend 
an average of 7.34 seconds per consent banner during ordinary browsing. Browser-
level general consent mechanisms reduce data subject costs considerably compared 
to improvements in site-by-site banner design, because repeated consent decisions 

6	 See State of California Department of Justice, ‘California Consumer Privacy Act (CCPA)’, 13 March 2024, 
https://oag.ca.gov/privacy/ccpa.

7	 See European Commission press release of 19 November 2025, ‘Simpler EU digital rules and new digital 
wallets to save billions for businesses and boost innovation’, https://ec.europa.eu/commission/presscorner/
detail/en/ip_25_2718. 

8	 Konrad Kollnig, ‘Digital Omnibus Proposal Could Finally End Europe’s Cookie Banner Problem’, Tech Policy 
Press, 14 July 2026, https://www.techpolicy.press/digital-omnibus-proposal-could-finally-end-europes-
cookie-banner-problem/.

https://oag.ca.gov/privacy/ccpa
https://ec.europa.eu/commission/presscorner/detail/en/ip_25_2718
https://ec.europa.eu/commission/presscorner/detail/en/ip_25_2718
https://www.techpolicy.press/digital-omnibus-proposal-could-finally-end-europes-cookie-banner-problem/
https://www.techpolicy.press/digital-omnibus-proposal-could-finally-end-europes-cookie-banner-problem/
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impose substantial time costs. With biased design, it is rational for data subjects to 
reduce the private cost of dealing with consent banners and take the shortest way out, 
with the fewest clicks, irrespective of whether it results in accepting or rejecting data 
sharing. Web publishers and advertisers have exploited this behaviour, designing biased 
consent banners for which to road to consent is shorter than refusal.

But consent tools face a more fundamental problem than handling costs for data 
subjects. Even a fully transparent and unbiased consent tool does not give data subjects 
information on the consequences of (not) sharing their data with online data collectors. 
It tells data subjects who will use what data for which purpose, but not how it will affect 
their welfare. Will it improve their choices? Will it expose them to price and quality 
discrimination? Will they benefit or suffer from that discrimination?

This is not a problem of the cognitive ability or educational level of data subjects. Becker 
and Murphy (1993) provided the underlying theoretical account of how advertising can 
either raise or lower private welfare, depending on whether it complements consumption 
or distorts it. Even researchers studying targeted advertising cannot determine the 
welfare consequences of a given category of data use. Blake et al (2015) showed 
that consumers are highly heterogeneous in their response to targeted ads, and that 
methodological and data constraints make the welfare impact extremely hard to measure. 
These measurement problems stem from spillovers between individual datasets that 
affect the outcome of data sharing. Personal data collected by websites and their data 
controllers is aggregated by data brokers and online platforms. They perform analytics 
on this data and produce profiles over which the website publishers that supply the data 
have no control. Aggregated online platform data determines ad content, search ranking 
and prices offered to consumers. Competition between online data collectors also has an 
impact. Individual data subjects, or the data collectors they agree to share their data with, 
cannot replicate that process. This led Solove (2013) to conclude that informed consent 
in privacy regimes puts excessive weight on the cognitive capacity of data subjects. Data 
subjects do not have access to all the necessary information to give informed consent.

Bergemann et al (2025) proposed a very different approach. Rather than increasing 
consumer welfare through personal data-sharing choices, they suggested that 
consumers can directly increase their welfare by extracting a payment for their personal 
data from data collectors, irrespective of the use of this data. An intermediary could 
collect consumer data and offer it to advertisers and data collectors in return for a fee 
that would be distributed to consumers. While selling individual personal data is difficult 
because of spillovers and correlations between personal datasets, pooled personal data 
may stand a better chance of fetching a non-zero price in data markets. This proposal is 
very much in line with the many consumer data cooperatives and fiduciaries that have 
emerged over the last two decades (Fink, 2024). They aim to give consumers, and their 
intermediary organisations, more data control tools. However, all these share a common 
characteristic: they do not scale up and do not get market traction, most likely because 
data subjects do not perceive real benefits from spending time on personal data choices. 

Even a fully 
transparent and 
unbiased consent 
tool does not give 
data subjects 
information on the 
consequences of 
(not) sharing their 
data
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3.2 Social welfare implications
Apart from the private welfare of data subjects, consent procedures may also affect 
broader social welfare. This can pass through several channels.

First, consent management may affect the supply side of the economy because 
it is costly for online data collectors. GDPR compliance and consent-management 
procedures often entail fixed costs. The start of the application of the GDPR in 2018 
marked the start of a policy experiment. That created an opportunity for researchers to 
collect empirical evidence on these costs and benefits. Johnson et al (2023) found that 
the number of third-party data brokers used by websites fell by 15 percent immediately 
after GDPR enforcement, while concentration among retained brokers increased by 17 
percent. Larger providers can spread these costs across more data subjects, products 
and revenue. They may also have more direct consumer relationships that generate first-
party data, making them less dependent on third-party data providers. For smaller data 
collectors, especially when they depend on third-party data and advertising revenue, 
these fixed legal, technical and managerial costs can become burdensome. The empirical 
evidence is consistent with this size asymmetry. Janssen et al (2022) found that the 
GDPR induced the exit of roughly one third of apps in the Google Play Store, reduced 
entry by about half in the following quarters and lowered long-run consumer surplus and 
app usage by about a third. 

Second, data sharing may increase market transparency and affect the efficiency of 
markets, while reducing data sharing through consent mechanisms may have the opposite 
effect. Deisenroth et al (2024) studied Apple’s App Tracking Transparency system, which 
requires apps to obtain explicit data-subject permission (opt-in) before tracking them 
across other apps and websites. Data-subject rejection of that permission reduces the 
supply of data, including for advertising purposes. They found that reduced advertising 
effectiveness led to lower advertising investment, greater market concentration and 
higher product prices. The latter two effects are likely to reduce social welfare. 

Third, data externalities or spillover effects are another important aspect of social-
welfare effects. Personal data is often aggregated to make inferences that affect data 
subjects other than those who consented to share their data. This can depress the 
price of data and cause excessive data sharing (Acemoglu et al, 2022). Whether this 
has positive or negative social-welfare effects is contested. More accurate inference 
and better-targeted matching can be welfare-enhancing by improving product quality, 
reducing search costs and increasing market efficiency. Choi et al (2019) demonstrated 
how markets can produce excessive loss of privacy relative to the social optimum, even 
with consent and when data subjects would be fully aware of the consequences. Chen 
et al (2025) showed that restricting personal data access for AI training in the context 
of career platforms produced worse outcomes for employers and job seekers who had 
not made any sharing decision either way. However, the same systems can be welfare-
reducing if they enable discrimination, exploitation of consumer vulnerabilities or 
manipulative targeting. The empirical literature has not resolved which effects dominate 
in the context of targeted advertising. 

None of these studies isolate consent from the rest of the GDPR, but they show that 
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the broader regulatory package can have substantial negative effects on the supply side 
in terms of competition, market participation and concentration. These effects reduce 
welfare for society.

4 Discussion
Under current conditions, consent procedures under the GDPR and e-Privacy Directive 
(see footnote 2) are a technical and legal fiction in relation to the implementation of 
‘informed consent’ and the fundamental right of control over personal data (Solove, 
2024). Data subjects do not get any meaningful information that enables them to assess 
the costs and benefits from the exercise of their right to consent; they only incur costs by 
spending time on consent banners. How can this situation be improved?

Regulatory initiatives have generally focused on reducing consent costs, not on 
providing more information or boosting benefits for data subjects. Mimicking the 
California Global Privacy Control tool, the European Commission has proposed for the 
EU browser-level general rejection of data sharing (see footnote 7). The advertising 
industry uses the economic arguments cited above against this proposal: it will reduce 
data supply, make advertising and product markets less transparent, and reduce welfare 
for society.

Technological solutions exist to help consumers get rid entirely of pop-up consent 
banners. For example, the Consent-o-Matic tool9, built by researchers at Aarhus 
University in Denmark, is a browser extension that automatically rejects all non-essential 
data sharing options in consent tools. Ghostery’s ‘Never consent’ operates in a similar 
way. Other tools, such as uBlock and AdGuard, suppress banners rather than clicking 
through the options. This may still result in personal data sharing.

All the above reasoning revolves around the classic attention-based online-services 
setting of consumer-initiated search and seller-initiated advertising. The emergence of 
AI models and agents may completely change that setting (Derow et al, 2026; Trotter et 
al, 2026). Data subjects can task their AI models and agents with finding and purchasing 
goods and services that suit their preferences. While ads can appear alongside AI 
responses to consumer queries, the arrival of AI agents reduces direct interaction 
between consumers and sellers and shifts activity to interaction between supply- 
and demand-side AI agents. Agents can read online ads but will be less emotionally 
susceptible than humans to pictures, sounds, words and colours in these ads. They will 
take a more objective look at the supply side, analyse a wide variety of offers and examine 
market dynamics. Data externalities and pooling will enable them to assemble a more 
comprehensive picture of the market.

Agents may drive a data wedge between the two sides by not sharing consumers’ 
personal data with sellers. This would force sellers into new strategies, not based on 
attention and targeted ads, but on maximising quality offers, positive reviews and 

9	 See Aarhus University, ‘Consent-O-Matic’, https://consentomatic.au.dk/.

https://consentomatic.au.dk/
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consumer feedback. All this is subject to the assumption that AI agents work in the 
interest of consumers. As they are designed and operated by profit-maximising firms, 
that neutrality assumption should not be taken for granted. Firms may offer consumers 
access to cheaper AI agents in return for a fee on consumer spending. Data subjects may 
have to pay more to access a neutral agent than to a commercially biased agent.  

AI technologies offer the prospect of getting rid of the legal, technical and economic 
fiction of individual informed consent, which belongs to a bygone era of the attention 
economy that put a heavy cognitive burden on individuals. Whether they will actually 
alleviate that cognitive burden will depend on how the market for AI models and agents 
evolves. An open and competitive market for AI tools will offer the best guarantee. 
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