ANNEX: Theoretical framework, a comparative
model of Al regulatory regimes

This annex develops a simple comparative model to evaluate the efficiency of two competing
regulatory regimes for Al. The analysis formalises the trade-off between an ex-ante precautionary
approach, which sets out compliance obligations based on pre-determined risk categories, and an ex-
post monitoring approach, which relies on detection, liability and fines to incentivise developers to
calibrate their own safety efforts. The model identifies the conditions under which each regime
minimises total social cost.

A1 Model setup and parameters

Consider a market for Al applications in which both the regulator and the developer aim to minimise
their respective costs. The ecosystem is parameterised as follows.

* mpg,ms: the proportion of Al applications categorised ex ante by the regulator as having a ‘risky’
(mg) or ‘safe’ (mg) intended purpose, where mp + g =1

e d: the gravity of the damage if an incident materialises. For simplicity, the potential damage is
assumed to be uniformly severe across all applications in the event of a failure.

*  0;: the true latent risk (baseline probability of an incident) for the application i. Here, 8 and 6
represent the true latent risks of the risky and safe categories, respectively.

* 8, the developer's private, asymmetric estimate of @;. The developer has superior but imperfect
knowledge.

* e €[0,1]: the continuous effort level exerted by the developer to mitigate risk. The actual
probability of an incident materialising is P(e) = 0i(1 — e)

* (C(e): the cost of compliance and safety effort, modelled as a strictly increasing, convex function:
C(e) = %ez

* a: the probability that the regulator detects a realised incident

* F: the statutory fine imposed upon detection of an incident. It can also represent an ex-post
liability or the cost of supervisory remediation.

A2 Developer optimisation and total social cost

The regulator seeks to minimise total social cost (SC), defined as the sum of total expected harm and
total compliance costs incurred by the market.

A2.1 Ex-ante regime

The regulator relies on its categorical mandate. For the m; proportion of applications, the regulator

forces maximum effort (e, = 1), eliminating expected harm but imposing maximum compliance costs
(g). The remaining g applications are legally exempt; developers rationally minimise private costs by
setting (e = 0), allowing the full latent risk to materialise. The total social cost is:

SCex—ante = Mg - % + ms(0s - d) (1)
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A2.2 Ex-post regime

Categorical exemptions are abandoned. The developer minimises expected private costs across any
application / based entirely on their private estimate of the risk (8,):

min E e¢+a-6,(1- ei)F] (2)
Taking the first-order condition yields the developer’'s optimal, dynamically calibrated effort:

e = @)

The total social cost under the ex-post regime integrates this calibrated effort across both market
segments. Crucially, society bears the expected cost of the actual harm (68;d), even though the
developer’'s mitigation effort was driven by their subjective estimate 8,:

SCrx-pose = Tr [Or(1 — €p)d + 5 (ep)?] + w5 [05(1 — e5)d +5 (e5)?] (4)
A3 The regulatory threshold

To determine the optimal regulatory regime, we identify the conditions under which the ex-ante regime
is strictly superior to the ex-post regime. Substituting the social cost functions yields the final
comparative threshold:

Ex ante is preferred to ex post if:

g |5 — 0r(1 — ep)d — 5 (ep)?] < s [05(1 — e)d + £ (e5)? — 65d] (5)

c aBgF a?Q3F? a’0iF>  a@s05Fd
”R[E_eRd(l_ c )_ 25 < Ts Zz - c (6)

This inequality formalises the regulatory trade-off. The left side represents the net efficiency loss of the
ex-post regime in high-risk categories (where it permits leaked harm compared to the perfect
prevention of ex ante). The right side isolates the mitigation deficit of the ex-anfe regime (where it
ignores the potential harm in supposedly low-risk applications).

A4 Interpretation and solution
A4.1 Solving the developer's problem

Under the ex-post regime, the developer’s problem (formula 2) is a standard unconstrained convex
optimisation.

Three key comparative-statics results emerge from this expression. First, effort is increasing in the
monitoring probability a: the higher the likelihood that regulators detect incidents, the stronger the
deterrent and the more the developer invests in safety. Increasing a or F is analytically equivalent,
since in the ex-post regime developers calibrate their efforts based on expected costs aF. Second,
effort increases with the developer’s private risk estimate 8,: applications the developer perceives as
riskier receive a proportionally larger amount of mitigation. Third, effort is decreasing in the compliance
cost parameter c: higher marginal costs of safety investment discourage precaution.
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A4.2 Corner solutions in the ex-ante regime

By contrast, the ex-ante regime does not allow the developer to optimise continuously. The regulator’s
categorical mandate leads to two corner solutions: (e = 1) (maximum effort for risky applications) and
(e =0) (no effort for safe applications). This binary structure means that all applications classified as
risky bear the full compliance cost % irrespective of their actual risk level, while all applications
classified as safe are entirely unregulated, exposing society to the full expected damage (6sd).

A4.3 Conditions for regime dominance

The threshold inequality (inequality 5) can be simplified by substituting the optimal effort expression
(equation 3) into each term, returning inequality 6.

The resulting condition reveals that the ex-ante regime is socially preferable when:

* The severity of potential damage (d) is large, and the fine (or liability cost) is capped at a fixed
level F < d, a wedge opens between private incentives (driven by F) and the social cost of harm
(driven by d). As d - o, both regimes’ social costs grow linearly, but ex-post leaks residual harm
in both applications’ categories (the risky and the safe ones), whereas ex ante eliminates it
entirely in the risky category. The condition for ex-ante dominance reduces to mzOr(1 — ex) >
nsOseg, Which holds easily when F is small. This result echoes the classic internalisation problem
in law and economics: liability regimes are inefficient when injurers cannot be made to bear the
full social cost of the harm they may cause. Note that F is capped because fines are designed
not to make companies go bankrupt. Similarly, liability costs cannot exceed companies’ solvency
capability.

* The share of risky applications (my) is large relative to the safe application share, implying that
the ex-ante regime’s compliance costs are borne by a proportionally larger segment of the market.

* The compliance cost parameter c is relatively low, so that mandating maximum effort does not
impose disproportionate costs on developers.

* The monitoring probability a is low, meaning the ex-post regime’s deterrent is weak and
developers underinvest in safety relative to the social optimum.

* The true latent risk of safe applications (68s) is low, so the damage from leaving them unregulated
under ex ante is modest.

* The information asymmetry (the gap between @,and 8,) is large, meaning the developer’s private
estimate diverges substantially from the true risk, causing the ex-post regime’s effort calibration to
be systematically misaligned.

Conversely, the ex-post regime dominates when monitoring capacity is strong, compliance costs are

high, and the regulator’s ex-anfe classification is inaccurate, allowing many genuinely risky applications

to be classified as safe. Under such conditions, the ex-post regime’s flexibility and the developer’s
informational advantage outweigh the static certainty of the precautionary approach.

Figures 1 to 3 in the paper show the social costs under the ex-anfe regime (dashed blue line) and
the ex-post regime (solid red line) as one parameter varies; other parameters are held constant at
realistic values.

In Figure 1, d is allowed to vary, while the parameters held constant are calibrated as follows: wp =
0.1; g = 0.5; 85 =0.05; ¢ = 10; ¢ = 0.4; and F = 30.
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In Figure 2, 65 is allowed to vary, while the parameters held constant are calibrated as follows: @y =
0.1; 6g = 0.5; d=50; ¢ = 10; a =0.4; and F = 20.

In Figure 3, By is allowed to vary, while the parameters held constant are calibrated as follows: m; =
0.1; g = 0.5; 85=0.05; ¢ = 10; a=0.5; d =15; and F = 30.

We chose these specific parameter values because they allowed us to better visualise the model’s
results in the plotted figures. The theoretical results of the model do not depend on the choice of the
parameter values.
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